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FOREWORD

Cloud has quickly become a prevalent and ubiquitous term in both the IT and business 
sectors, delivering affordable computing power to the masses and disrupting many 
companies and industry sectors. We are now experiencing velocity and acceleration of 
technology, with a breadth of it being empowered by cloud under the covers. The inter-
net of things (IoT), mobile apps and Big Data, for example, are inherently cloud driven.

It is becoming increasingly important to understand cloud, not only as a technologist but 
also as a business analyst and leader, as this empowering technology medium changes 
our lives both in work and at home.

Cloud has been, and is, changing our consumer lives: who does not know of or use 
Amazon, Netflix, Ebay, Uber, Airbnb, Shazam, and the plethora of new world options 
presented to us? Of course, cloud also changes how we operate and engage in business.  
Vendors are fast migrating their own offerings to be cloud-focused; take Microsoft, 
Oracle and SAP as prime examples. Not to understand this, why it is happening and 
where we are going will increasingly reduce your value to any organisation as they look 
for more cloud-experienced and skilled staff. 

A top ten topic on all CIO agendas is digital transformation, moving from the shackles of 
legacy technologies to adapt and adopt the new available and affordable, more flexible 
and agile offerings now presented. This change, whilst important and high on agendas, 
is not an easy one, and many directing and implementing the path are pioneering for 
themselves and their organisation.

Any guidance and context that can reduce risk and accelerate digitisation is a must-read, 
and here Clive provides real world experience and valuable information to empower you 
to better serve in this new cloud world and ensure you remain relevant to employment 
demands over the coming years. 

Clive has provided a very readable foundation to fill those gaps that many have missed 
along their cloud journeys. This book gives us a better understanding of the why, how 
and what of the cloud world, so important to us all today. Notably, he explains in a 
digestible format some of the key cloud areas that I have seen others make complex 
and difficult to get to grips with.

A recommended read for all and anyone involved in the cloud sector, from beginner to 
expert, there is much to gain from Clive’s contribution.

Ian Moyse, November 2017
Industry Cloud Influencer, Board Member Cloud Industry Forum & Eurocloud and recog-
nised as #1 Global Cloud Social Influencer 2015–2017 (Onalytica)
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GLOSSARY

Abstracting  The act of creating a more logical view of available physical systems so 
that users can access and utilise these resources in a more logical manner.

API Application programming interface. A means for developers to access the 
functionality of an application (or service) in a common and standardised manner.

Automation The use of systems to ensure that any bottlenecks in a process are 
minimised by ensuring that data flows and hand-offs can be carried out without the 
need for human intervention.

Bring your own device (BYOD) Individuals sourcing and using their own laptop, tablet 
and/or smartphone for work purposes.

Business continuity The processes by which an organisation attempts to carry on with 
a level of business capability should a disaster occur that impacts the IT environment.

Cloud aggregator A third-party provider that facilitates the use of multiple cloud 
services, enabling integration of these services through its own cloud.

Cloud broker A third party that facilitates access to multiple cloud services without 
providing integration services.

Cloud computing Running workloads on a platform where server, storage and 
networking resources are all pooled and can be shared across multiple workloads in a 
highly dynamic manner.

Cold image An image that is stored and then subsequently provisioned on a secondary 
live platform to create a viable running application as a failover system for business 
continuity or disaster recovery.

Colocation The use of a third party’s data centre facility to house an organisation’s 
own IT equipment. Colocation providers generally offer connectivity, power distribution, 
physical security and other services as a core part of their portfolio.

Composite application A form of application that is built from a collection of loosely 
coupled components in order to provide a flexible means of ensuring that the IT service 
better meets the organisation’s needs.

Compute In the context of compute, storage and network systems, the provision of 
raw CPU power, excluding any storage or network resources.

xviiRead the complete book: www.bcs.org/books/cloud



THE EVOLUTION OF CLOUD COMPUTING

Container A means of wrapping code up in a manner that enables the code to be 
implemented into the operational environment rapidly in a consistent, controlled and 
manageable manner. Containers generally share a large part of the underlying stack, 
particularly at the operating system level.

Continuous delivery Often used synonymously with ‘continuous deployment’, this can 
be seen as the capacity for operations to move functional code into the operational 
environment, or can be seen as an intermediate step where the development team 
delivers code to testing and production on a continuous basis.

Continuous deployment The capacity for an organisation’s operations team to move 
small, incremental, functional code from development and test environments to the 
operational environment on a highly regular basis, rather than in large packaged 
amounts, as seen in waterfall or cascade projects.

Continuous development The capacity for an organisation’s development team to 
develop new code on a continuous basis, rather than in discrete ‘chunks’, as generally 
found in waterfall or cascade project approaches.

Data centre A facility used to house server, storage and networking equipment, along 
with all the peripheral services (such as power distribution, cooling, emergency power 
and physical security) required to run these systems.

Data classification The application of different classifications to different types of data 
so as to enable different actions to be taken on them by systems.

Data leak prevention The use of a system to prevent certain types of data crossing 
over into defined environments.

Data sovereignty Where data is stored and managed within specified physical 
geographic or regional locations. With the increasing focus on where data resides, the 
issue of data sovereignty is growing. 

DevOps A shortened form of Development/Operations. Used as an extension of Agile 
project methodologies to speed up the movement of code from development to testing 
and then operations.

Digital rights management (DRM) The use of systems that manage the movement 
and actions that can be taken against information assets no matter where they reside 
– even outside an organisation’s own environment.

Disaster recovery The processes by which an organisation attempts to recover from 
an event to a point of normalcy as to application and data availability.

Elasticity The capability for a cloud platform to share resources on a dynamic basis 
between different workloads.

(Enterprise) file share and sync The provision of a capability for documents to be 
copied and stored in a common environment (generally a cloud) such that users can 
access the documents no matter where they are or what device they are using to access 
the documents.
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GLOSSARY

Game theory A branch of theory where logic is used to try to second-guess how one 
or more parties will respond to any action taken by another party.

Governance, risk (management) and compliance A corporate need to ensure that 
company, vertical trade body and legal needs are fully managed.

High availability The architecting of an IT environment to ensure that it will have 
minimum downtime when any foreseeable event arises.

Hot image An image that is held already provisioned on a secondary live platform as 
a failover system for business continuity or disaster recovery.

Hybrid cloud The use of a mixture of private and public cloud in a manner where 
workloads can be moved between the two environments in a simple and logical manner.

Hyperconverged systems Engineered systems consisting of all server, storage and 
networking components required to create a self-contained operational environment. 
Generally provided with operating system and management software already installed.

Hyperscale A term used for the largest public clouds, which use millions of servers, 
storage systems and network devices.

Hypervisor A layer between the physical hardware and the software stack that 
enables virtualisation to be created, allowing the abstraction of the logical systems 
from the underpinning physical resources.

IaaS Generally refers to a version of public cloud, as infrastructure as a service. The 
provision of a basic environment where the user does not need to worry about the 
server, storage or network hardware, as this is managed by a third party. The provider 
layers a cloud environment on top of this to separate the hardware from the user, so that 
the user only has to deal with logical blocks of resources as abstract concepts rather 
than understanding how those blocks are specified and built. The user can then install 
their software (operating system, application stack, database etc.) as they see fit. IaaS 
can also be used in reference to private cloud, but this use is less valid.

Idempotency The capability for a system to ensure that a desired outcome is attained 
time after time.

Internet of things (IoT) Where a collection of devices, ranging from small embedded 
systems sending a large number of small packets of data at regular intervals up to 
large systems used to analyse and make decisions on the data, is used to enhance the 
operations of an environment.

Keeping the lights on A colloquial but much used term that covers the costs to an 
organisation at the IT level for just maintaining a system as it is. As such, this cost is 
faced by the organisation before any investment in new functionality is made.

Kernel The basic core of an operating system. Other functions may be created as 
callable libraries that are associated with the kernel. For community operating systems 
such as Linux, the kernel of a distribution should only be changed by agreement across  
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the community to maintain upgrade and patch consistency. Additional functionality can 
always be added as libraries.

Latency The time taken for an action to complete after it has been begun. Generally 
applied to networks, where the laws of physics can create blocks to overall system 
performance.

Local area network (LAN) Those parts of the network that are fully under the control 
of an entity, connecting (for example) servers to servers, servers to storage or dedicated 
user devices to the data centre. A LAN can generally operate at higher speeds than a 
wide area network.

Metadata Data that is held to describe other data, used by systems to make decisions 
on how the original data should be managed, analysed and used.

Microservice A functional stub of capability, rather than a full application. The idea with 
microservices is that they can be chained together to create a composite application 
that is more flexible and responsive to the business’s needs.

Mixed cloud The use of two or more different cloud platforms (private and/or public) 
where workloads are dedicated to one part of the platform, making data integration and 
the overall value of a hybrid cloud platform more difficult to achieve.

Noisy neighbour Where a workload within a shared environment is taking so much of 
one or more resources that it impacts other workloads operating around it.

Open source software Software that is made available for users to download and 
implement without financial cost. Often also provided with support that is charged for 
but where the software provides a more enterprise level of overall capability.

Orchestration The use of systems to ensure that various actions are brought together 
and operated in a manner that results in a desired outcome.

PaaS Generally refers to a version of public cloud, as platform as a service. The 
provision of a platform where the provider offers the server, storage and network, 
along with the cloud platform and parts of the overall software stack required by the 
user, generally including the operating system plus other aspects of the software 
stack required to offer the overall base-level service. The user can then install their 
applications in a manner where they know that the operating system will be looked 
after by the third party.

Power utilisation effectiveness A measure of how energy effective a data centre is, 
calculated by dividing the amount of energy used by the entire data centre facility by the 
amount of energy used directly by the dedicated IT equipment.

Private cloud The implementation of a cloud platform on an organisation’s own 
equipment, whether this is in a privately owned or colocation data centre.

Public cloud The provision of a cloud platform on equipment owned and managed by 
a third party within a facility owned and operated by that or another third party.
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GLOSSARY

Recovery point objective The point at which a set of data can be guaranteed to be 
valid, as used within disaster recovery.

Recovery time objective The point in future time at which the data set defined by the 
recovery point objective can be recovered to a live environment.

Resource pooling The aggregation of similar resources in a manner that then allows 
the resources to be farmed out as required to different workloads.

Return on investment A calculation of how much an organisation will receive in 
business value against the cost of implementing a chosen system.

SaaS A version of public cloud where all hardware, the cloud platform and the full 
application stack are provided, operated and managed by a third party. Often pronounced 
as ‘sars’.

Scale The approach of applying extra resources in order to meet the needs of a 
workload. Used as scale out (the capability to add elements of resources independently 
of each other), scale up (the capability to add extra units of overall power to the system 
in blocks that include server, storage and network) and scale through (the option to 
do both scale out and scale up with the same system). Scale can also be used within 
a logical cloud to increase or reduce resources dynamically as required for individual 
workloads (elastic resourcing).

Self-service In the context of cloud computing, where a user uses a portal to identify 
and request access to software, which is then automatically provisioned and made 
available to them.

Serverless computing The provision of a consumable model of resources where the 
user does not have to worry very much about resource sizing.

Service level agreement (SLA) A contractual agreement between two entities that 
defines areas such as agreed performance envelopes and speed of response to issues.

Shadow IT Where staff outside the formal IT function buy, operate and manage IT 
equipment, software or functions outside of normal IT purchasing processes, often 
without the formal IT function being aware.

Single sign on Systems that allow users to use a single username and password 
(generally combined with some form of two-factor authentication) to gain access to all 
their systems.

Software asset lifecycle management A system that details and manages the 
presence and licensing of software across a platform and also provides services to add 
additional business value to that provided by basic software asset management across 
the entire life of the software.

Software asset management A system that details and manages the presence and 
licensing of software across a platform.

xxiRead the complete book: www.bcs.org/books/cloud



THE EVOLUTION OF CLOUD COMPUTING

Software defined Used in conjunction with compute, network or storage as well as 
data centre. ‘Software defined’ describes an approach where functions are pulled away 
from being fulfilled at a proprietary, hardware or firmware level and are instead fulfilled 
through software running at a more commoditised level. 

Total cost of ownership A calculation of the expected lifetime cost of any system. 
Often erroneously used to try to validate a chosen direction by going for the system with 
the lowest total cost of ownership.

Two-factor authentication The use of a secondary security level before a user 
can gain access to a system. For example, the use of a one-time PIN provided by an 
authentication system used in combination with a username and password pair.

Value chain The extended chain of suppliers and their suppliers, and customers and 
their customers, that a modern organisation has to deal with.

Virtualisation The means of abstracting an environment such that the logical (virtual) 
environment has less dependence on the actual physical resources underpinning it.

Virtual machine A means of wrapping code up in a manner that enables the code to 
be implemented in the operational environment rapidly in a controlled and manageable 
manner. Unlike containers, virtual machines tend not to share aspects of the underlying 
stack, being completely self-contained.

Waterfall or cascade project methodology A project approach where, after an initial 
implementation of major functionality, extra functionality (and minor patches) are 
grouped together so as to create controlled new versions over defined periods of time, 
generally per quarter or per half year.

Wide area network The connectivity between an organisation’s dedicated environment 
and the rest of the world. Generally provided and managed by a third party and generally 
of a lower speed than that seen in a local area network.

Workload A load placed on an IT resource, whether this be a server, storage or 
network environment, or a combination of all three.
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PREFACE

I never read prefaces, and it is not much good writing things just for people to skip. I wonder 
other authors have never thought of this.

E. Nesbit in The Story of the Treasure Seekers, 1899

Attempting to write a book on a subject that is in a period of rapid change and matura-
tion is no easy thing. As you’re reading this book, please bear in mind that it does not 
aim to be all-encompassing, as the services being offered by the cloud service providers 
mentioned are constantly evolving to react to the dynamics of the market.

The purpose of this book, therefore, is to provide a picture of how we got to the position 
of cloud being a valid platform, a snapshot of where we are with cloud now, and a look 
out towards the hypothetical event horizon as to how cloud is likely to evolve over time.

It also includes guidelines and ideas as to how to approach the provisioning of a techni-
cal platform for the future: one that is independent of the changes that have plagued IT 
planning in the past. The idea is to look beyond cloud, to enable the embracing of what-
ever comes next, and to ensure that IT does what it is meant to do: enable the business 
rather than constrain it.

Sections on how to approach the business to gain the necessary investments for a move 
to cloud – by talking to the business in its own language – are also included.

It is hoped that by reading this book you will be better positioned to create and finance 
a cloud computing strategy for your organisation that not only serves the organisation 
now but is also capable of embracing the inevitable changes that will come through as 
the platform matures.

Throughout the book, I use named vendors as examples of certain functions. These 
names have been used as they are known by me; however, such naming is not intended 
to infer that the vendor is as fit or more fit for purpose than any other vendor. Any due 
diligence as to which vendor is best suited to an individual organisation’s needs is still 
down to you.

As an aside, it is important to recognise that no technology is ever the complete sil-
ver bullet. Alongside continuous change, there are always problems with any technol-
ogy that is proposed as the ‘next great thing’. Indeed, in the preparation of this book I 
used cloud-based document storage and versioning. On opening the document to con-
tinue working on it one day, I noticed that several thousand words had disappeared. No  
problem – off to the cloud to retrieve a previous version. Unfortunately not: all versions 
previous to that point in time had also been deleted. It appears that the provider some-
how reverted to an earlier storage position and so lost everything that had been created 
beyond that point.
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Again – no problem: I believed that I would be able to return to my own backups and 
restore the document. Yet again, no use: the cloud had synchronised the deletions back 
onto my machine, which had then backed up the deletions. As it had been over a week 
since the document had last been opened, my chosen backup model had removed all 
later versions of the document.

I managed to recover the graphics I had spent a long time creating by accessing a 
separate laptop machine. However, by the time I tried to recover the actual document 
from that machine, the cloud had synchronised and deleted that version too. If only, on 
opening the laptop, Wi-Fi had been turned off to prevent the machine connecting to the 
cloud. If only I had used the time-honoured and trusted way of backing up an important 
document by emailing it to myself…

It just goes to show that even with all the capabilities of modern technology available, 
sometimes it is still necessary to have multiple contingency plans in place.
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PART 1
LOOKING BACK
Cloud computing in context
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1 BACKGROUND

On two occasions I have been asked, ‘Pray, Mr. Babbage, if you put into the machine wrong 
figures, will the right answers come out?’ In one case a member of the Upper, and in the 
other a member of the Lower, House put this question. I am not able rightly to apprehend 
the kind of confusion of ideas that could provoke such a question.

Charles Babbage (‘the Father of Computing’) in Passages from  
the Life of a Philosopher, 1864

It is interesting to see how far we have come in such a short time. Before we discuss 
where we are now, it can be instructive to see the weird but wonderful path that has 
been taken to get us to our current position. The history of electronic computing is not 
that long: indeed, much of it has occurred over just three or four human generations. 
By all means, miss out this chapter and move directly to where cloud computing really 
starts, in Chapter 2. However, reading this chapter will help to place into perspective 
how we have got here – and why that is important.

LOOKING BACKWARD TO LOOK FORWARD

That men do not learn very much from the lessons of history is the most important of all the 
lessons that history has to teach.

Aldous Huxley in Collected Essays, 1958

Excluding specialised electromechanical computational systems such as the German 
Zuse Z3, the British Enigma code-breaking Bombes and the Colossus of the Second 
World War, the first real fully electronic general-purpose computer is generally consid-
ered to be the US’s Electronic Numerical Integrator And Computer (ENIAC). First operated 
in 1946, by the time it was retired in 1955 it had grown to use 17,500 vacuum tubes, 7,200 
crystal diodes, 1,500 relays, 70,000 resistors, 10,000 capacitors and around 5,000,000 
hand-soldered joints, all in a space measuring 168 m2. Compare this with Intel’s 2016 
Broadwell-EP Xeon chip, which contains 7.2 billion transistors in a chip of 456 mm2. 

Weighing in at around 27 tonnes and needing 150kW of electricity, ENIAC could compute 
a military projectile’s trajectory around 2,400 times faster than a human. Its longest 
continuous operating period without breaking down was less than five days.1 It has to 
be noted, though, that a 1973 legal case found that the designers of ENIAC had seen 
a previous Atanasoff-Berry Computer and that ENIAC shared certain design and func-
tional approaches.

Meanwhile, in Manchester, UK, the first stored program computer was developed and 
ran its first program in 1948. The Small Scale Experimental Machine 1, developed at 
the Victoria University, was the first such machine and led to the development of the  

1  Weik, Martin H. (1961) The ENIAC story. Ordnance: The journal of the American Ordnance Association, January/February. 
Available from www.uwgb.edu/breznayp/cs353/eniac.html.
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first commercially available stored program computer, the Ferranti Mark 1, launched 
in 1951.

In the 70 years since ENIAC, the use of computers has exploded. The development and 
wide availability of transistors drove the digital computer market strongly in the 1950s, 
leading to IBM’s development of its original series 700 and 7000 machines. These were 
soon replaced by its first ‘true’ mainframe computer, the System/360. This then created 
a group of mainframe competitors that, as the market stabilised, became known as ‘IBM 
and the BUNCH’ (IBM along with Burroughs, UNIVAC, NCR, Control Data Corporation and 
Honeywell). A major plus-point for mainframes was that everything was in one place – 
and through the use of virtualisation, as launched in 1966 on the IBM System/360-67, 
multiple workloads could be run on the same platform, keeping resource utilisation at 
80% or higher.

However, mainframes were not suitable for all workloads, or for all budgets, and a new 
set of competitors began to grow up around smaller, cheaper systems that were within 
the reach of smaller organisations. These midicomputer vendors included companies 
such as DEC (Digital Equipment Corporation), Texas Instruments, Hewlett Packard (HP) 
and Data General, along with many others. These systems were good for single work-
loads: they could be tuned individually to carry a single workload, or, in many cases, sev-
eral similar workloads. Utilisation levels were still reasonable but tended to be around 
half, or less, of those of mainframes. 

The battle was on. New mass-production integrated chip architectures, where the use 
of transistors is embedded into a single central processing unit (CPU), were built around 
CISC/RISC (complex and reduced instruction set computing) systems. Each of these 
systems used different operating systems, and system compatibility was completely 
disregarded. 

Up until this point, computers were generally accessed through either completely dumb 
or semi-dumb terminals. These were screen-based, textually focused devices, such as 
IBM’s 3270 and DEC’s VT100/200, which were the prime means of interfacing with the 
actual program and data that were permanently tied to the mainframe or midicomputer. 
Although prices were falling, these machines were still not within the reach of the mass 
of small and medium enterprises around the globe.

THE PRICE WAR

Technological innovation has dramatically lowered the cost of computing, making it possible 
for large numbers of consumers to own powerful new technologies at reasonably low prices.

James Surowiecki (author of The Wisdom of Crowds) in The New Yorker, 2012

The vendors continued to try to drive computing down to a price point where they 
could penetrate even more of the market. It was apparent that hobbyists and techno-
geeks were already embracing computing in the home. Led by expensive and complex 
build-your-own kits such as the Altair 8800 and Apple I, Commodore launched its PET 
(Personal Electronic Transactor) in mid-1977 but suffered from production issues, 
which then allowed Apple to offer a pre-built computer for home use, the Apple II. This  
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had colour graphics and expansion slots, but cost was an issue at £765/$1,300 (over 
£3,300/$5,000 now). However, costs were driven down until computers such as the 
Radio Shack TRS-80 came through a couple of months after the Apple II, managing 
to provide a complete system for under £350/$600. Then, Clive Sinclair launched the 
Sinclair ZX80 in 1980 at a cost of £99.95/$230, ready built. Although the machine was 
low-powered, it drove the emergence of a raft of low-cost home computers, includ-
ing the highly popular BBC Micro, which launched in 1981, the same year as the IBM 
Personal Computer, or PC.

Suddenly, computing power was outside the complete control of large organisations, and 
individuals had a means of writing, using and passing on programs. Although Olivetti 
had brought out a stand-alone desktop computer in 1965 called the Programma 101, 
it was not a big commercial success, and other attempts also failed due to the lack of 
standardisation that could be built into the machines. The fragility of the hardware and 
poor operating systems led to a lack of customers, who at this stage still did not fully 
understand the promise of computing for the masses. Companies had also attempted 
to bring out desktop machines, such as IBM’s SCAMP and Xerox’s Alto machine, the 
latter of which introduced the concept of the graphical user interface using windows, 
icons and a mouse with a screen pointer (which became known as the WIMP system, 
now commonly adopted by all major desktop operating systems). But heterogeneity 
was still holding everybody back; the lack of a standard to which developers could write 
applications meant that there was little opportunity to build and sell sufficient copies of 
any software to make back the time and investment in the development and associated 
costs. Unlike on the mainframe, where software licence costs could be in the millions of 
dollars, personal computer software had to be in the tens or hundreds of dollars, with 
a few programs possibly going into the thousands.

THE RISE OF THE PC

Computers in the future may … weigh only 1.5 tons.
Popular Mechanics magazine, 1949

It all changed with the IBM PC. After a set of serendipitous events, Microsoft’s founder, 
Bill Gates, found himself with an opportunity. IBM had been wanting to go with the exist-
ing CP/M (Control Program/Monitor, or latterly Control Program for Microcomputers) 
operating system for its new range of personal computers but had come up against 
various problems in gaining a licence to use it. Gates had been a key part of trying to 
broker a deal between IBM and CP/M’s owner, Digital Research, and he did not want 
IBM to go elsewhere. At this time, Microsoft was a vendor of programming language 
software, including BASIC, COBOL, FORTRAN and Pascal. Gates therefore needed a 
platform on which these could easily run, and CP/M was his operating system of choice. 
Seeing that the problems with Digital Research were threatening the deal between IBM 
and Microsoft, Gates took a friend’s home-built operating system (then known as QDOS 
– a quick and dirty operating system), combined it with work done by Seattle Computer 
Products on a fledgling operating system known as SCP-DOS (or 8-DOS) and took it to 
IBM. As part of this, Gates also got Tim Paterson to work for Microsoft; Paterson would  
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become the prime mover behind the operating system that became widespread across 
personal computers.

So was born MS-DOS (used originally by IBM as PC-DOS), and the age of the standard-
ised personal computer (PC) came about. Once PC vendors started to settle on stand-
ardised hardware, such that any software that needed to make a call to the hardware 
could do so across a range of different PC manufacturers’ systems, software develop-
ment took off in a major way. Hardware companies such as Compaq, Dell, Eagle and 
Osbourne brought out ‘IBM-compatible’ systems, and existing companies such as HP 
and Olivetti followed suit.

The impact of the PC was rapid. With software being made available to emulate the 
dumb terminals, users could both run programs natively on a PC and access programs 
being run on mainframe and midicomputers. This seemed like nirvana, until organisa-
tions began to realise that data was now being spread across multiple storage systems, 
some directly attached to mainframes, some loosely attached to midicomputers and 
some inaccessible to the central IT function, as the data was tied to the individual’s PC. 

Another problem related to the fact that PCs have always been massively inefficient 
when it comes to resource use. The CPU is only stressed when its single workload is 
being run heavily. Most of the time, the CPU is running at around 5% or less utilisation. 
Hard disk drives have to be big enough to carry the operating system – the same oper-
ating system that every other PC in a company is probably running. Memory has to be 
provided to keep the user experience smooth and effective, yet most of this memory is 
rarely used.

CHANGING TO A DISTRIBUTED MODEL

The future is already here – it’s just not very evenly distributed.
William Gibson (author of Neuromancer) on Talk of the Nation, NPR, 1999

Then the idea of distributed computing came about. As networking technology had 
improved, moving from IBM’s Token Ring configurations (or even the use of low-speed 
modems over twisted copper pairs) and DEC’s DECnet to fully standardised Ethernet 
connections, the possibility had arisen of different computers carrying out compute 
actions on different parts or types of data. This opened up the possibility of optimising 
the use of available resources across a whole network. Companies began to realise: 
with all of this underutilised computer and storage resources around an organisation, 
why not try and pull it all together in a manner that allowed greater efficiency? 

In came client–server computing. The main business logic would be run on the larger 
servers in the data centre (whether these were mainframes, midicomputers or the new 
generation of Intel-based minicomputer servers) while the PC acted as the client, run-
ning the visual front end and any data processing that it made sense to keep on the 
local machine.
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Whereas this seemed logical and worked to a degree, it did bring its own problems. 
Now, the client software was distributed across tens, hundreds or thousands of differ-
ent machines, many of which used different versions of operating system, device driver 
or even motherboard and BIOS (Basic Input/Output System). Over time, maintaining 
this overall estate of PCs has led to the need for complex management tools that can 
carry out tasks such as asset discovery, lifecycle management, firmware and software 
upgrade management (including remediation actions and roll-back as required) and has 
also resulted in a major market for third-party support.

WEB COMPUTING TO THE FORE

I just had to take the hypertext idea and connect it to the Transmission Control Protocol and 
domain name system ideas and – ta-da! – the World Wide Web … Creating the web was really 
an act of desperation, because the situation without it was very difficult when I was working 
at CERN later. Most of the technology involved in the web, like the hypertext, like the Internet, 
multifont text objects, had all been designed already. I just had to put them together. It was a 
step of generalising, going to a higher level of abstraction, thinking about all the documenta-
tion systems out there as being possibly part of a larger imaginary documentation system.

Tim Berners-Lee, 2007

While client–server computing had been growing in strength, so had commercial use 
of the internet. The internet had grown out of the Advanced Research Projects Agency 
Network (ARPANET) project, funded by the US Department of Defense in the late 1960s. 
As more nodes started to be connected together using the standardised networking 
technologies defined by ARPANET, the internet itself was born, being used primarily 
for machine-to-machine data transfers. However, there were some proprietary bulletin 
board systems layered over the internet, enabling individuals to post messages to each 
other with the messages being held in a central place. Likewise, email (based on the 
X.400 and X.500 protocols) started to grow in use. 

In 1980, UK engineer Tim Berners-Lee proposed a means of layering a visual interface 
over the internet using hypertext links to enable better sharing of information between 
project workers around the globe. Berners-Lee’s proposal was accepted by CERN in 
1989, he carried out work at CERN over the next couple of years and the first website 
(http://info.cern.ch) went live on 6 August 1991. Berners-Lee founded the World Wide 
Web Consortium (W3C) in 1994, bringing together interested parties to drive standards 
that could be used to make the web more accessible and usable. The W3C made all its 
standards available royalty free, making it cheap and easy for any individual or company 
to adopt the technology. This was followed by rapid growth in the adoption of both inter-
net and web technologies; as this growth became apparent, software vendors realised 
that using web-based approaches made sense for them as well. 

The web was built on standards – it had to be. The very idea of connecting dissimilar 
organisations together using the internet meant that there had to be a set of underlying 
capabilities that abstracted each organisation’s own systems from the way the organi-
sations interacted with each other. The web could then be built on top of the internet 
standards, leading to the widescale adoption of browsers.
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As browsers were (generally) standardised, the intention was that applications that ran 
from a central location could be accessed by any device that could run a browser. The 
idea was that web-based standards would be used as the means of passing graphical 
output from the central location to the device.

THE RISE OF THE AGE OF CHAOS

Change always involves a dark night when everything falls apart. Yet if this period of dissolu-
tion is used to create new meaning, then chaos ends and new order emerges.
Margaret Wheatley (author of Leadership and the New Science: Discovering Order in a Chaotic 

World) in Leader to Leader magazine, 2006

The big problem with such a pace of change is that any single change rarely replaces 
what has gone before. Each new technological change was touted as the only real way 
forward for the future, but what actually resulted was a mix of mainframe, midicomputer, 
PC client–server and web-based systems with poor ability to easily exchange informa-
tion between different enterprise systems. The growth in integration approaches, such 
as enterprise application integration and enterprise service buses (ESBs), showed how 
organisations were increasingly reliant on their IT platforms – and how badly these 
platforms were supporting the businesses.

It was still a world of ‘one application per physical server’: a research project conducted 
in 2008 showed that resource utilisation rates were poor, often as low as 5% and cer-
tainly generally lower than 50%.2 Indeed, the same research project indicated that the 
spread of distributed computing had led to 28% of organisations being unable to state 
how many servers they had, with 42% saying that it would take a day or longer to find 
a server that had crashed.

IT was moving away from being a facilitator for the business and was rapidly becoming 
an expensive barrier to how organisations needed to operate.

VIRTUALISATION, SERVICE-ORIENTED ARCHITECTURE AND GRID 
COMPUTING

To understand why virtualisation has had such a profound effect on today’s computing envi-
ronment, you need to have a better understanding of what has gone on in the past.

Matthew Portnoy in Virtualization Essentials, 2012

Something had to be done to try to pull IT back into a position of supporting the business. 
What happened was a confluence of several different technologies that came together 
– unfortunately, not quite in a ‘perfect storm’.

2  Longbottom, Clive. (17 March 2008) Data centre asset. Quocirca. Available from http://quocirca.com/content/data-centre- 
asset-planning.
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As mentioned earlier, IBM had been using virtualisation for many years. However, the 
technology had not been used in any widespread manner in the distributed computing 
world (which was based on Intel architectures). However, in 2001, VMware released GSX 
(discontinued as of 2011) and ESX (now commercially available as vSphere or ESXi) as 
virtualisation hypervisors, which enabled multiple instantiations of operating systems 
to be run on top of a single piece of server hardware.

In 2008, Microsoft launched its own virtualisation hypervisor, Hyper-V. As of 2007, the 
Kernel-based Virtual Machine (KVM) was merged into the main Linux 2.6.20 kernel.

Virtualisation in the distributed world laid the groundwork for greater utilisation of 
resources and for greater flexibility in how resources were used. However, on its own, 
it did not provide the much-needed flexibility to provide resources elastically to the 
workloads placed on the virtualised servers.

Alongside the development of virtualisation came the concept of service-oriented archi-
tecture (SOA). First mentioned in the early 2000s, SOA opened up the concept of a less 
monolithic application world; it would now be possible to construct composite applica-
tions across a distributed environment using loosely coupled services. SOA laid the 
groundwork for a new form of application: one where discrete packages of workload 
could be dealt with across a distributed platform, as part of a set of serial and parallel 
tasks in an overall process. These tasks needed to be orchestrated, with the results 
from each task or set of tasks brought together in a meaningful manner to maintain 
process integrity. 

SOA fitted in well with another concept that had become popular in the late 1990s: the 
idea of a ‘compute grid’. Here, small workload tasks could be packaged up and distrib-
uted to discrete systems that would work on these small tasks, sending their results 
back to a central environment. The data could then be aggregated and further analysed 
to come to an end result. 

In the public sector, grid computing has continued. The World Community Grid is (as of 
April 2017) operating with over 3.4 million connected and shared machines, running 
the open source Berkeley Open Infrastructure for Network Computing (BOINC) platform 
supporting over 500,000 active academic and scientific users. Several BOINC projects 
gained a high degree of public notice in the late 1990s and early 2000s, and one of these 
was SETI@home, focused on the search for extraterrestrial intelligence. This project 
scavenged underutilised CPU cycles on home computers to analyse packets of data 
from radio telescopes to try to see whether messages were being transmitted from 
elsewhere in the universe. Similar community grids were used to analyse data to plan 
for the eradication of smallpox. Indeed, when IBM set up the computing grid that ran the 
Australian Olympics in 2000, an agreement was reached such that when the Olympic 
grid was being underutilised, the smallpox grid could use its resources. The other side 
of the coin was that when the Olympics was particularly busy, the Olympic grid could 
use some of the smallpox grid’s resources.

In 1999, Ian Foster, widely regarded as one of the ‘Fathers of the Grid’ (along with Carl 
Kesselman and Steve Tuecke) released a paper titled ‘The Anatomy of the Grid: Enabling  

9Read the complete book: www.bcs.org/books/cloud



THE EVOLUTION OF CLOUD COMPUTING

Scalable Virtual Organizations’.3 This, along with interest from companies such as IBM 
and Oracle, drove the founding of the Global Grid Forum and Globus. These groups 
started to develop solid standards that could be used across a complex environment.

Grid computing met with a modicum of success. Companies such as Wachovia Bank, 
Bownes & Co and Butterfly.net used grid architectures from companies such as 
DataSynapse (now part of IBM), Platform Computing (now part of IBM) and IBM itself to 
create commercial grids that solved business problems. The EU has continued with a 
grid project called the European Grid Infrastructure (which includes sites in Asia and the 
US), based on a previous project called the Enabling Grids for E-science project, which 
was itself a follow-up project to the European DataGrid. 

However, grid computing did not gain the favour that many expected. The lack of stand-
ards at the hardware and software level and the need for highly proprietary platforms 
meant that few workloads could be suitably supported in a grid environment.

THE ROLE OF STANDARDS

The nice thing about standards is that you have so many to choose from.
Andrew S. Tanenbaum (creator of Minix) in Computer Networks, 1994

What all of the above had demonstrated was that IT had developed in the midst of two 
main problems. One was that there was not enough basic standardisation to create a 
solid platform that could be easily worked across. The second was that there were far 
too many standards. 

In the early days of computing, the Institute of Electrical and Electronics Engineers and 
the International Telecommunications Union (ITU) set the majority of the standards. 
These standards were used through a complex de jure method of gaining agreement 
through processes of proposing, discussing and modifying ideas. However, as time went 
on, vendors developed their own groups to create de facto standards that applied more 
directly to their products. Not only did the number of standards explode but there were 
also often many competing standards for each area.

When the internet and web usage emerged, the need for basic standards became an 
imperative. As mentioned, the W3C was founded by Tim Berners-Lee in 1994, and the 
Organization for the Advancement of Structured Information Standards (OASIS) was 
founded in 1993. The idea was that de jure and de facto standards would come from 
these two organisations. Another central organisation has been the Internet Engineering 
Task Force (IETF).

For the most part, these organisations have overseen the standards as intended. The 
overlying data and visualisation capabilities now being used across the internet and the  

3  Foster, Ian. (2001) The anatomy of the grid: Enabling scalable virtual organizations. In: Proceedings of the first IEEE/ACM 
International Symposium on Cluster Computing and the Grid. Brisbane, Queensland, Australia, 15–18 May 2001. IEEE. Available 
from http://ieeexplore.ieee.org/document/923162.
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web are based on standards agreed and developed by them. Yes, there are other groups 
working in specific areas (such as the SNIA (Storage Networking Industry Association) 
and the DMTF (Distributed Management Task Force)), but the web is predicated on there 
being a solid, underlying set of standardised capabilities that work for everyone.

In the late 1990s, the concept of an application service provider (ASP) was born. These 
service providers would take steps beyond simple hosting to provide multi-tenanted 
platforms where users could share resources in order to gain access to software ser-
vices at a lower cost than by operating them in-house. 

Unfortunately, due to a lack of suitable standards combined with poor business models, 
a lack of acceptance by users and major issues caused by the dot com crash of the early 
2000s, the ASP model died a rather spectacular death. With ASP, SOA and grid comput-
ing all perceived to be failing, vendors and organisations were looking for the next big 
thing: something that could provide the big leap in platform terms that would help IT 
deal with the business needs of the 2000s.

After 70 years, we have come conceptually full circle. What is now being sought is a 
single logical platform that makes the most of available resources through the elastic 
sharing of these resources, while providing a centralised means of provisioning, moni-
toring and managing multiple workloads in a logical manner: in other words, a modern 
take on the mainframe.

And so, enter the cloud.

SUMMARY

What have we learned?

 y Cloud is not a brand new approach to computing.

 y Getting to cloud has involved multiple evolutions of previous models.

 y Such a shared environment has become more workable due to evolution at the 
hardware and software levels.

What does this mean?

 y Cloud will, by no means, be the final answer.

 y Further evolution is inevitable.

 y It will be necessary to create a platform that is not just optimised for the short 
term but can embrace technological changes in the longer term.
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