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GLOSSARY

Accuracy: Agreement between a data item and the entity that it represents. For 
reference, accuracy should be checked to ensure that: each data item links to a specific 
entity; each entity has a data entry related to it.

Attribute: Data field used to record the characteristics of an entity. Single unit of data 
that in a certain context is considered indivisible (ISO/TS 21089:2018).

Chief data officer (CDO): An individual appointed at senior level in an organisation to 
facilitate the effective specification, acquisition, exploitation and governance of data. 
CDO also can refer to chief digital officer; however, this role is typically more focused on 
exploitation of data through digital technology.

Completeness: The quality of having data records stored for all entities and that all 
attributes for an entity are populated.

Consistency: The ability to correctly link data relating to the same entity across different 
data sets.

Data: Reinterpretable representation of information in a formalized manner suitable for 
communication, interpretation or processing (ISO 8000-2:2020).

Data custodian: See Data steward.

Data governance: Development and enforcement of policies related to the management 
of data (ISO 8000-2:2020).

Data management: The activities of defining, creating, storing, maintaining and providing 
access to data and associated processes in one or more information systems (ISO/IEC 
TR 10032:2003).

Data owner: An individual who is accountable for a data asset.

Data quality: Degree to which a set of inherent characteristics of data fulfils requirements 
(ISO 8000-2:2020).

Data quality criteria: Specific tests that can be applied to data in order to understand 
the nature of their quality. This can also include the methods to be used in assessing 
quality.
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GLOSSARY

Data quality management: Coordinated activities to direct and control an organisation 
with regard to data quality (ISO 8000-2:2020).

Data set: Logically meaningful grouping of data (ISO 8000-2:2020).

Data steward: Person or organisation delegated the responsibility for managing a 
specific set of data resources (ISO 8000-2:2020).

ISO 8000: The multi-part ISO standard for data quality.

ISO 9000: The family of standards addressing various aspects of quality management, 
providing guidance and tools for companies and organisations who want to ensure that 
their products and services consistently meet customers’ requirements, and that quality 
is consistently improved.

Metadata: Data defining and describing other data (ISO 8000-2:2020).

Precision: Degree of specificity for a data entry (ISO/IEC 11179-3:2013 - modified).

Structured data: In a data set, the meaning covered by explicit elements of the data (e.g. 
the tables, columns and keys within a relational database or the tags within an XML file).

Timeliness: A measure of how current a data item is.

Uniqueness: A measure of whether an entity has a single data entry relating to it within 
a data set.

Unstructured data: In a data set, levels of meaning that are not covered by structural 
elements of the data (e.g. the characteristics of the brain in the image of a diagnostic 
medical scan).

Validity: Conformance of data to rules defining the syntax and structure of data.

Value: Numbers or characters stored in a data field to represent an entity or activity.
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PREFACE

Data are all around us1; the volume of data is growing at exponential rates and our lives 
are increasingly being supported and enabled by the exploitation of data. Despite this, 
many organisations struggle to effectively manage data and the quality of these data.

The reliance of organisations (and society) on data is a relatively new phenomenon; the 
techniques to manage data effectively are still developing and wider awareness of these 
approaches is generally low.

This book is titled Managing Data Quality: A Practical Guide very deliberately; its focus is  
to provide you with an understanding of how to manage data quality, and practical 
guidance to achieve this.

ENTERPRISE DATA QUALITY

This book does not just examine quality issues in single data databases or data stores. 
Instead, we also look at the wider set of issues arising in a typical organisation where 
there are multiple data stores that are not always formally managed, have been 
developed at different times, are constrained by different software tools and will be 
inputs and outputs of many different business processes.

Keith Gordon’s book, Principles of Data Management (2013) also takes an enterprise 
view of data. Keith’s book was published before ISO 8000-61, the international 
standard that specifies a process reference model for data quality management. 
This process model is the basis for our approach to enterprise data quality.

Managing this landscape of different data stores is complex enough when there is a lack 
of agreement over which is the most trusted, or ‘master’, data source. This complexity 
increases, however, in most organisations where a large amount of data are also 
gathered, stored and manipulated in user-created spreadsheets and databases that 
often exist ‘below the radar’ of corporate governance approaches and controls.

Depending on the organisational context, this chaotic landscape presents a range of 
risks (and issues) to the organisation, which might be financial, regulatory, commercial, 

1 Please note, some readers will generally use the word ‘data’ in the singular; the BCS convention is to use this word as plural.
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legal or reputational. These risks and issues could be significant. Standing still is almost 
certainly not a viable option.

From the perspective of the enterprise as a whole, therefore, managing data quality 
effectively can be such a large task that it either never gets started or is viewed as so 
expensive that it eats up budget that could be better used elsewhere.

This book will help you to overcome this perceived complexity with practical solutions, 
by understanding:

 y the nature of the data asset and why it can be difficult to manage;

 y the impact of people and behaviours on data quality;

 y the ISO 8000-61 framework and how it defines approaches to data quality 
management; 

 y how to develop strategies for change that are relevant to your organisation.

DATA AND CHANGING TECHNOLOGY

Over the many years since computing first became a commercial activity, there have 
been numerous changes in technology. At the highest level has been the progression 
from mainframes to personal computers, client/server systems, network computers, 
cloud computing, the Internet of Things (IoT) and big data analytics. Within each of 
these broad categories, technologies and approaches have continually evolved. Each 
evolutionary step is often sold on the basis of overcoming the shortcomings of the 
previous technology. Today’s latest technology, likewise, will be replaced in the future 
as new user requirements are discovered and improved technological approaches are 
developed.

Throughout all these changes in technology, data should have been a constant factor. 
They should have been migrated without loss of meaning from the old technology to the 
new, so as to sustain the effective delivery of organisational outcomes. However, data 
migration projects have historically been high risk and likely to fail in terms of time, cost 
or quality. For example, data can be lost or corrupted as part of the migration process, 
with such problems possibly affecting significant volumes of data. Similarly, changing 
data requirements over time can mean that older data structures are no longer fully 
understood, resulting in corruption during migration. Data migration approaches, such 
as the one defined by Johny Morris in his book Practical Data Migration 3rd edn. (2020), 
help organisations to maximise the chances of successful data migration.

For many organisations, the entities that data represent have existed through multiple 
data stores and software systems; for example:

 y an individual born in 1950 will have had their personal details, careers, financial 
records and so on, stored in multiple systems over the course of their lives;

 y infrastructure assets such as railways, bridges and buildings can be more than 
100 years old (with an expectation that they will continue to provide useful service 
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 y for many more years) with data and records about them having been stored in 
multiple systems.

This book is ‘technology agnostic’, so is not tied to any one particular technology or 
software system. It details approaches to managing data quality that will stand the 
test of time regardless of future technology changes and evolving organisational 
requirements for data.

INTENDED AUDIENCE

We intended this book to be both a reference source to be read (and reread) in its 
entirety and a source of advice and anecdotes that can be ‘dipped in to’ when required. 
It is written for data managers and the practitioners, supporters and sponsors involved 
in data quality initiatives.

It is also written for students and lecturers in both computer science and business/
management courses who have an interest in, or reliance on, effective data exploitation.

REFERENCE TO OTHER WORKS

This book is not attempting to be a definitive guide for all possible data-related activities, 
many of which are already described in other authoritative works. Instead, we will 
focus on the challenges of managing enterprise data quality and the ways to refine 
the management system of an organisation to take adequate account of data. Where a 
subject already has authoritative and well-regarded reference material, we will refer to 
these authoritative sources.
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PART I
THE CHALLENGE OF ENTERPRISE DATA

This first part of the book will help you to understand better the nature of the data asset 
and why it can be difficult to manage, particularly in an enterprise or organisational 
context. Generic behaviours of people relating to data will be explored to help understand 
how people can affect data quality. Finally, some real-life examples and case studies of 
data quality problems will be used to help you understand some of the impacts of data 
that have poor quality.

1





1 THE DATA ASSET

This chapter describes the differences between data and information, and how these 
relate to most business activities. We then consider the nature of the data asset and the 
generic life cycles of data and explain what is meant by the term ‘data quality’. Finally, 
we introduce the objectives of data quality management.

WHAT ARE DATA? 

Before going much further, there are some key terms and concepts that need to be 
defined and clarified to help ensure consistent understanding as you read this book.

The title of this book is Managing Data Quality, and, because they so often appear together 
when discussing the impact of computer technology on organisations, there are three 
important relevant terms that need to be clarified: data, information and knowledge.

When you have more than one data professional in a room, it is likely that there will be 
fierce debate about these terms. Even the ISO Online Browsing Platform1 (a place where all 
ISO definitions are gathered together) has numerous different definitions for these terms.

As the subject of this book is data, we can establish a solid foundation for our 
understanding by referring to the definition for data in ISO 8000-2:

Data: ‘reinterpretable representation of information in a formalized manner suitable for 
communication, interpretation, or processing’.

In the case of definitions for information and knowledge, making a choice is more 
controversial, not least because potential definitions often use the other two terms and 
any single collection of definitions becomes recursive. However, we believe the following 
key observations provide sufficient understanding to read the remainder of this book 
(while we leave more detailed discussion to others):

 y Use of the term ‘information’ suggests richness of meaning, and is typically taking 
an end-user view of the value of data to organisations to enable decision making.

1 https://www.iso.org/obp/ui/
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MANAGING DATA QUALITY

 y Use of the term ‘knowledge’ suggests an understanding acquired through 
experience or education, putting knowledge outside the scope of this book; for 
example, it doesn’t matter how many books you read about cycling, it is only when 
you have ridden a bike that you have knowledge of how to cycle!

Another complication is use of the terms ‘structured data’ and ‘unstructured data’. 
These terms have been a handy tool for marketing teams who are promoting particular 
software functionality (typically to extract meaning from unstructured data), but the two 
terms hide the reality that no data set in digital form is either fully structured or fully 
unstructured.

Structured data contain explicit, discrete elements (e.g. the tables, columns and keys 
within a relational database or the tags within an XML file) to represent meaning. These 
elements enable automation to generate insight and foresight from the meaning (e.g. 
being able to identify all the children in a hospital database by filtering the rows where 
age is less than 18).

Unstructured data are fundamentally text and images, which provide meaning in a way 
that requires either human expertise or artificial intelligence methods to process the 
meaning (e.g. a doctor reviews the medical scan that is the content of an image file).

In these examples, though, the database will typically also include unstructured 
elements (e.g. a free-text field to capture observational notes) and the digital file of the 
MRI scan will also include structured data in the form of metadata (e.g. the creation 
date) to support management of all the images.

Furthermore, a spreadsheet is essentially semi-structured, sitting somewhere between 
a database and an image file, because the rows and columns provide some structure 
but without the full richness of a relational database or an XML file.

In summary, no data set is ever entirely structured or unstructured. Structure is definitely 
important to data quality, though, because it captures a more precise, controllable set of 
requirements for the data. Requirements for unstructured data are less easy to enforce 
by definitive, repeatable computer-based algorithms.

Data as part of business activities

Any business activity should support the strategy of the organisation (and may have 
some part to play in developing this strategy). There should be governance in place to 
ensure that there is suitable senior or executive control and monitoring of this activity. 
Business activity in this context is not just applicable to commercial organisations, but 
refers to the activity by which any organisation delivers its core mission. Figure 1.1 
illustrates this relationship.
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THE DATA ASSET

Figure 1.1 The components of a business activity

Strategy

Governance

Business activity

Process Data Technology People

The four core components of a typical business activity are:

 y The process, which defines the individual steps to be undertaken and, importantly, 
should ensure that the end-to-end process is effective in delivering the desired 
outcomes.

 y Data, which include inputs to and outputs from the process, and flows through it.

 y Software and hardware systems, which automate the process by storing and 
manipulating the data, although not every process will be automated by software.

 y People, who are the ‘actors’ in the process, undertaking key process steps and 
ensuring suitable organisational outcomes.

Despite data being a key enabler for any process, in many organisations there is a 
greater management focus on the technology elements, particularly when undertaking 
business change projects involving software. The software product is likely to be 
expensive, have a recognised name and be a core part of the project, therefore leading 
to much attention.

In typical situations, however, the data that will be used to enable the technology to 
deliver the required outcomes are the data in one or more existing software systems. 
These data will need to be migrated to the new software tool, but the data migration 
process is typically a high-risk part of the overall project and, if not undertaken correctly, 
will actually degrade the quality of the data.

If the quality of existing data is perceived to be poor then no matter how good a new 
software tool is, and how well it has been implemented, the outcomes of the system will 
be limited by the quality of the data. This poor quality data can mean that data migration 
is far more challenging and expensive, and may not even be feasible at all.
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MANAGING DATA QUALITY

We have come across instances where an organisation has been using a 
spreadsheet-based performance dashboard. Concerns about the quality and 
integrity of the outputs from this triggered these organisations to spend significant 
money implementing a ‘best of breed’ analysis and dashboard tool to deliver 
performance dashboards. However, the data sources were not changed and thus, 
although the outputs looked far more impressive, the data quality was the same, 
leading to a false perception of the reliability of the performance indicators shown 
by the dashboard.

Also, don’t forget that at some point in the future the ‘new’ software tool will be replaced by 
another tool. Where will the data come from for this even newer software? Well, it will be 
the data that you currently have (which in turn has been migrated from several different 
previous systems). This means that out of the four components of the business activity, the 
one that lasts the longest and will have a massive effect on outputs is the data.

Data are an asset

Data are being created at a faster rate than ever before (however conservatively you 
forecast future data growth) and data are now more important than they have ever been. 
As the world becomes a more data-driven place, smart businesses can gain competitive 
advantages by exploiting data more effectively. This vast data explosion brings newer, 
different challenges to businesses; it is one thing to store lots of data, but the benefits 
will only come if the data are of suitable quality and reach the right people at the right 
time in order to deliver better organisational outcomes. A mindset of treating data as 
an asset will help your organisation to achieve this.

Many larger organisations, such as those in the utilities and transport sectors, 
are developing management systems that provide more effective and sustainable 
management of their assets and activities. Managing data requires a similar 
mindset.

An asset is a resource with value that can deliver benefit to an organisation. Data, 
therefore, warrant being treated in the same way as a physical asset. Like physical 
assets, data:

y can have high value for your organisation;

y can be assessed for quality;

y can drive up business performance and safety by enabling better informed 
decisions;

y have legal or regulatory requirements to be managed effectively;

y have a life cycle – from conception, to capture, to operation and renewal;

y can increase business costs if not managed effectively (and therefore reduce 
efficiency and profitability).
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THE DATA ASSET

Unlike physical assets, data support strategic decision making; get this wrong and you 
will end up making incorrect, potentially expensive, decisions that could have long-term 
impact for the organisation. Also, unlike physical assets, when the data asset is used, it 
is not degraded, consumed or destroyed; in fact, the more data are used, then arguably 
the more value they could generate.

Whatever sector your organisation operates in, there are benefits to be gained from 
treating data as an asset to your organisation. This means having a more balanced 
view about the importance of the data that drives organisational decisions and activities 
alongside the software and applications that use it.

One view expressed by some data professionals is that data that are used increase 
in value, whereas data that are not used have little value and tend to degrade over 
time. This is not, however, always the case, depending on the context that the data 
relate to; for example, information describing how to decommission and dismantle 
a power station safely will not be used during the operational life of the power 
station, but it will be essential information at the end of its life.

Static data can be critical reference data for other, more fluid, data. For example, 
the address of a building doesn’t change (unless the postcode is redefined), but is a 
critical data asset as it links where people work, what is produced at that building and 
so on. Therefore, if the reference data are not valued, it undermines everything else.

The phrase ‘treat data like an asset’ is used increasingly frequently. Assets, though, 
come in many forms. So, what type of asset is enterprise data?

Some assets can be large, robust, fixed assets that, once built, will exist for centuries, 
such as a building or castle. Data are not robust like this and perhaps need to be 
considered more like a sandcastle, where the individual grains of sand represent items 
of data, and the configuration of sand that makes the sandcastle is the information that 
has value to the organisation. A sandcastle is fragile and can easily be degraded by wind 
and waves. Like a sandcastle, data and information are fragile assets that can easily be 
degraded by people, systems and processes. The reasons why data quality is difficult to 
manage are explored more in Chapter 2.

Data risk losing their credibility if their condition is not monitored and the quality 
understood and nurtured. This might seem difficult to achieve, but we have written 
this book to show otherwise. In some cases, actual increases in data quality have not 
been recognised by organisations because outdated myths persist about the quality of 
data being poor.

The data life cycle

Data, like other assets in your organisation, have a life cycle. The benefits of good 
quality data will be delivered in cycles or distinct phases, from acquiring data all the 
way through to eventual archive and deletion.
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There are slightly different life cycles for general data and for documents, where much 
of the meaning is carried by unstructured content (i.e. free text and images). Other types 
of data will have variations on these two life cycles.

The typical life cycle for general data consists of 11 stages, shown in Figure 1.2. 

Figure 1.2 A typical life cycle for general data

Specify Purchase Store Utilise/
exploit

Signal/data
acquisition Synthesis Archive

Data entry Improve data Assess quality Delete

The stages in this life cycle are as follows.

 y Specify: The activity of ensuring that data requirements are detailed in order to 
make certain that data providers understand what is required. For some data, the 
organisation is not able to impose a specification on external providers but, by 
identifying formal requirements, the organisation would at least be able to identify 
issues upon receipt of the data.

 y Signal/data acquisition: Structured data can arise from signals in physical assets 
(e.g. a temperature reading being recorded every 10 seconds) or can be generated 
by operational control systems.

 y Purchase: Specialist companies can, for example, provide data on population 
demographics, derive industry-wide market analysis or model future projected 
demand for a service.

 y Data entry: Much data will arise from some form of data entry, either specifically 
as a data population activity (perhaps manually entered) or arising from a business 
activity as part of the process being undertaken.

 y Store: Once you have acquired data, they will need to be stored and kept ready for 
immediate use.

 y Utilise/exploit: The activity of using data to support business processes, decision 
making or analysis is where the benefits arising from the data can be delivered 
for the organisation. This is, however, also the point where poor data quality 
management can compromise the potential benefits that could be delivered.

 y Assess quality: A part of data exploitation should be an assessment of the quality 
of the data. When undertaking data analysis, for example, it may become apparent 
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that a particular segment of the data is only partially complete. This knowledge 
should inform the analysis process, but it is also a trigger for the next step.

 y Improve data: Greater awareness of the quality of existing data or changes to 
business requirements can be the trigger to gather new data or improve existing 
data.

 y Synthesis: The activity of data exploitation can create new, synthesised data that 
warrant storage for future utilisation. For instance, this could be performance 
statistics for each day, which are stored to enable time-series analysis. Forms 
of synthesis can include inference and extrapolation to allow missing data to be 
determined; for example, estimating the age of a main water supply pipe based on 
the age of the properties on a particular street.

 y Archive: Some data are no longer required for immediate access, but need to be 
retained for legal or regulatory compliance purposes; so, various offline storage 
methods can be used to keep the data, accepting that there could be some delay 
between wanting access to the data and them becoming available.

 y Delete: Ultimately, some data will have no further purpose or benefit, so can be 
considered for permanent deletion. An example of this could be the full audit trail 
for all transactions on a system that will not be required many years after the 
transactions occurred.

There are many types of document that can exist in an organisation, with varying 
levels of importance and differing requirements for retention. These can include:

 y organisational policies, strategies and standards requiring formal approval 
and version control;

 y contracts and legal documents requiring retention until all possible 
consequences have been exhausted;

 y design, construction and maintenance documents requiring retention until 
the physical asset no longer exists;

 y personnel records requiring retention in line with legal and regulatory 
stipulations; 

 y project and team working documents requiring less rigorous control and 
management, but are useful for day-to-day activity within the organisation.

The life cycle for documents (which can be referred to as semi-structured data) has a 
number of areas of difference, particularly for documents stored in a formal electronic 
document management system (EDMS) and consists of eight stages, as shown in 
Figure 1.3.

These life cycle stages are as follows:

 y Create: When a text-based document is created and stored in a document 
management system, a range of metadata will also be stored about the document; 
for example, the author, creation date and security classification.

9
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Figure 1.3 A typical life cycle for documents

Create Review &
approve Store Retire

Update Publish &
distribute Supersede

Dispose

 y Review and approve: Before a document can be published, it will typically need 
to undergo a review and approval process in order to confirm that it meets the 
required quality to allow it to be published.

 y Store: As with structured data, large volumes of documents will need to be stored 
with appropriate security settings ready for use by staff across the organisation.

 y Publish and distribute: In order for documents to deliver value to your organisation, 
they must be available and accessible to the relevant people. There will also 
probably need to be some way to notify staff of the availability of key documents.

 y Update: At some point in the life of a document there will be a need to update it, 
perhaps to reflect changes in organisational structure, new processes and so on. 
This will entail someone creating a new revision (version) of the document and 
then submitting it for review and approval.

 y Supersede: Once the new revision (version) of a document has been approved, then 
the old (previous) version will need to be marked as ‘not current’ or ‘superseded’. 
Suitable processes will need to be in place to ensure that any hard copy versions 
of documents are disposed of and replaced with the current version.

 y Retire: At some point, superseded versions of documents need to be retired so that 
they are still retained for evidential purposes, but not visible to general users. This 
is similar to the archive stage for general data.

 y Dispose: This can involve deletion for electronic documents and a suitable 
destruction method for hard copies. If the document is sensitive (for security, 
commercial or intellectual property reasons), then shredding or secure disposal 
will be required for hard copies.

Within your organisation there could be variations in the life cycles that have been 
defined here and the names of the different stages. They will, however, probably be 
broadly similar to the life cycles detailed above.

Semi-structured data (such as documents and social media feeds) present some 
additional challenges from a data quality perspective. These data entities will 
include metadata that provides clarity on items, such as title, date created, the 
user ID of the creator, version number and so on. They will also include data that 
have no predictable pattern to the structure. The ‘body’ of a document or message, 
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for example, contains formatting information to ensure that the information is 
correctly displayed. There will, however, be little consistency between different 
documents (or messages), nor will it be easy to identify issues within the body of 
a document from a data quality perspective.

Sentiment analysis tools can be used to infer the general mood of a collection of 
messages based on identified key words and phrases. This, though, is not the same 
as assessing the quality of the data. From a data quality management perspective, 
the approaches defined in this book can easily be applied to the metadata of semi-
structured data, but understanding the quality of the ‘body’ of documents and 
messages will be more challenging.

WHAT IS DATA QUALITY?

The fundamental effect of data quality is the right data being available at the right time 
to the right users, to make the right decision and achieve the right outcome.

This can be extended by considering that good quality data are safe, legal and processed 
fairly, correctly and securely.

Whilst ‘perfect’ data quality appears desirable, the reality is that organisations are 
unlikely to have the time, resources, budget or needs for ‘perfect’ data (and never will 
have). Therefore, you need to accept that your data are never perfect, and probably 
never will be. So, accepting this fact, you need to be able to understand and describe 
the nature of your data quality.

If someone states that ‘the weather is bad’, for example, this has little meaning without 
stating whether it is too hot or too cold, too wet or too dry, too windy or too still and so 
on. For some people, the weather could be good (the sailor who wants a fast journey), 
whilst the same weather is bad for other people (the construction company trying to 
erect a new offshore wind farm). Similarly, if someone states that they have poor quality 
data, this can be difficult to interpret without a better way of describing the nature of 
the data; as such, it is useful to use appropriate characteristics to measure data quality.

These considerations lead to the need for more detail on the ‘fitness for purpose’ of data 
and data characteristics.

Fitness for purpose

In quality management, the term ‘quality’ is an assessment of whether an item or 
activity conforms with the requirements for it.

For example, a metal shaft used in the assembly of a machine is specified to have a 
diameter of 12.2 mm +/- 0.015 mm, along with many other requirements (e.g. length, 
material, surface finish, etc.). If one of these shafts was measured with a diameter of 
12.196 mm, it would be deemed to have passed the quality test of assessing diameter. 
The shaft is a physical item that cannot easily serve another purpose.
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In contrast, data in an enterprise context will often support multiple business processes. 
In such circumstances, an item of data will have to comply with multiple requirements 
simultaneously in order to be viewed as good quality data. For instance, the moment 
when an asset is formally commissioned needs to be known to the nearest year for 
long-term planning purposes, to the nearest week for maintenance planning purposes 
and to the nearest day for work management activities.

So, given that fitness for purpose is specified by a set of applicable requirements, the 
key consideration becomes identifying which characteristics of data are covered by 
those requirements.

Data characteristics

There have been various attempts to specify all the relevant quality characteristics of 
data but, in fact, none of these attempts covers a complete set of characteristics. Part 
of the problem is that different specialists describe data requirements from different 
perspectives.

The end user is mainly concerned with the ultimate effect of the data, so, for example, 
accuracy and completeness are key considerations.

The data modeller wants to know which attributes are mandatory for each entity (i.e. 
must contain a value in each data set) and which are optional.

The database administrator thinks about a data set as the tables and columns in the 
database. For each table, the administrator needs to know, for example, which columns 
are foreign keys and which column in which table contains the target of the foreign key.

These perspectives are brought together by ISO 8000-8, which builds on fundamental 
computer science to create a definitive overall framework for the characteristics and 
requirements of data. This framework identifies the three types of data quality as being:

 y syntactic (i.e. the correct format for the data);

 y semantic (i.e. the consistent common interpretation of the data);

 y pragmatic (i.e. the data will be useful to intended recipients).

These three types can appear to be abstract, so a more popular approach is to work with 
data quality dimensions. Again, many different lists exist of such dimensions and none 
is perfect, but we find this one most useful (DAMA UK 2013):

 y accuracy;

 y completeness;

 y consistency;

 y validity;

 y timeliness; 

 y uniqueness.
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Table 1.1, using children’s toy bricks, illustrates how to use these data quality dimensions 
to identify appropriate requirements for data.

Table 1.1 An example data set

ID Type Length Width Height Colour Studs Purchase Date Cost

010 Wood 59.5 29.0 29.0 Yellow -

012 Wood 59.5 28.9 28.9 N/A 01-09-2001 £8.42

014 Plastic 79.8 31.8 9.6 Black 10 × 4

015 Plastic 31.8 15.8 11.4 Blue 4 × 2 12-23-91 £2

044 Plastic 47.8 7.8 9.6 Grey 6 × 1 27/4/14 £7.12

045 Wood 60.0 29.5 28.6 Yellow 15/7/15 £4.21

 y Accuracy: Whether the data reflect the real object it represents. For example, 
looking at the records in Table 1.1, by inspecting the real object (the bricks) we 
can confirm that brick 045 is a yellow wooden block with the dimensions L 60 × 
W 29.5 × H 28.6. If the real object turns out to be a green brick or to have different 
dimensions from those in the table, then the data are inaccurate.

 y Completeness: Whether all relevant items are recorded and all their attributes are 
populated. For example, the attributes for brick 010 are not complete. Similarly, if 
the toy box contains a brick 017, the list of bricks is not complete.

 y Consistency: Whether an entity recorded in more than one data store is comparable 
across data stores. For example, brick 012 has a purchase date of 01-09-2001, but 
in the purchasing system the transaction date is 04-12-2001. If that’s the case, 
then the data are inconsistent.

 y Validity: Whether data conform to the specified format. For example, the Purchase 
Date field contains many different date formats; which is the valid format?

 y Timeliness: Whether data are up to date and are available to users in a timely 
manner. For example, the entry for brick 045 could have been added two months 
after the purchase date, which is slower than the required update frequency. 
Additionally, if bricks are being purchased daily, then an absence of new data could 
indicate that the data update process has failed.

 y Uniqueness: Whether a single representation exists for each physical entity. For 
example, in the table, no ID appears twice, therefore it is likely that all entries for 
these bricks are unique.

This example analysis is the starting point for data quality, but further work would need 
to be done to provide a complete technical approach to ensure data are fit for purpose. 
This involves generating an explicit data specification to capture all the identified 
requirements and a set of tests to ensure the data meet these requirements. These 
tests vary from simple (e.g. comparing the content of a data set to the formal definition 
in the data specification of the required syntax) to complex (e.g. identifying if, for all 
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current customers, contact details exist and are correct in the customer relationship 
management database).

In summary, data quality dimensions prompt the analysis of data requirements. These 
dimensions are, however, ultimately superseded by the content of the resulting data 
specification, which becomes the formal basis on which to test the quality of each 
relevant data set.

Given these technical complexities that underpin data quality, organisations face a 
challenge to ensure a consistent, effective and efficient approach to data management 
across all relevant stakeholders. Facing this challenge is the role of data quality 
management.

WHAT IS DATA QUALITY MANAGEMENT? 

The subject of this book is data quality management, so it is important that the meaning 
of this term is clear. ISO 8000-2 defines data quality management as:

coordinated activities to direct and control an organization with regard to 
data quality.

Whilst definitions in ISO standards can sometimes require a little effort to understand, 
this definition is relatively clear. In essence, it describes an overall approach consisting 
of different activities to monitor, manage and control data quality with suitable oversight 
to direct and control these activities.

Data quality management is more than just managing data quality; it involves 
consideration of why data are incorrect in the first place. For example, if you are 
undertaking a data cleansing exercise without also addressing the underlying root 
cause of the data errors, then it is highly likely to result in the data cleansing having to 
be repeated on a regular basis.

Data quality management is also not about trying to achieve an idealistic, ‘perfect’ data 
set. As mentioned earlier, the costs, time and effort to achieve perfection will not be 
attractive to any organisation and would probably be impossible to achieve. Data quality 
management is, therefore, about balancing current data quality with required quality 
and the benefits that can be achieved by these improvements.

SUMMARY 

y Data are a key element of any enterprise.

y By treating data as an asset, the enterprise focuses on delivering value from data.

y Data quality is conformance to requirements rather than abstract perfection.

The next chapter explores the challenge of managing the requirements to establish the 
foundation for conformance.
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